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Introduction

The Partisan District Scores (PDS) measure the underlying legislative partisanship of each
North Carolina House and Senate district, expressed as the margin by which a generic,
non-incumbent candidate of either party would be expected to carry the district in a neutral
statewide environment (a scenario in which the statewide legislative popular vote is tied). A
district with a score of R+2, for example, indicates that a generic Republican would win by
approximately two percentage points if the statewide legislative vote were tied.

The PDS exists because legislative partisanship is not reliably captured by the tools most
commonly used to approximate it. Statewide race averages, presidential margins, and federal
contests each describe something related to, but distinct from, how a district actually votes for
its General Assembly representatives. Voting behavior in legislative races diverges from
top-of-ticket behavior in ways that are modest in magnitude but consistent enough to matter,
and those deviations are invisible to any analysis that relies solely on statewide results. The PDS
is built from the ground up to isolate legislative partisanship specifically.

The PDS is not a prediction. It does not account for candidate quality, fundraising, incumbency
in the current cycle, or the partisan environment of a given election year. It is a baseline measure
of a district's underlying lean, holding all else equal, against which actual results and forecasts
can be compared.

NCFREE has measured district partisanship in various forms for years, but the 2024 cycle
marked a significant revision: a weighted average of statewide races, weighted by their estimated
relevance to legislative outcomes. The methodology documented here is a further substantial
revision developed around a regression-based model trained directly on legislative results, with
presidential vote as a baseline and demographic composition, down-ballot lag, and incumbency
layered on to capture district-specific deviations. The approach reflects a deliberate inversion of
the older method: rather than treating statewide results as the truth and assuming legislative
results follow them, the regression treats legislative voting as the phenomenon to be explained
and uses other variables to explain it.

The sections that follow describe the data sources, the four factors underlying the model, the
calculation of the 2024 statewide legislative environment used to neutralize the scores, and the
final adjustments that produce each district's PDS.

Data Sources

The PDS draws on two categories of data: political data, used to construct the model's electoral
variables and to define the geographic units of analysis, and demographic data, used to
characterize each district's composition.



Political data (district boundaries, precinct-level election results, and incumbency information)
was obtained from the North Carolina State Board of Elections (NCSBE). The model uses results
from the 2020 and 2024 presidential elections and the 2024 General Assembly elections.
Because North Carolina's legislative districts were redrawn between the 2020 and 2024 cycles,
2020 precinct-level results were re-aggregated to the current district boundaries before use.

Demographic data was sourced from the 2023 American Community Survey (ACS) 5-year
estimates. The 5-year file was selected for its larger sample and greater reliability at small
geographies. Because ACS estimates are not published at the state legislative district level,
district-level demographic profiles were constructed by aggregating from block group
geographies.

Both the precinct-to-district and block-group-to-district aggregations were performed in QGIS:
units contained entirely within a single district were assigned directly, while units split across
districts were allocated proportionally by area share. This assumes uniform vote or population
distribution within each unit which is a standard simplification in geographic analysis.

The specific ACS tables drawn upon are:

B15003 (Educational Attainment for the Population 25 Years and Over)

B01001 (Sex by Age)

Bo2001 (Race)

B19001 (Household Income in the Past 12 Months)

B01001, combined with legislative district shapefile area calculations, for population
density

Training sample. The model was trained on the 2024 two-party legislative vote margin in all
districts contested by both a Republican and a Democratic candidate, yielding a sample of 132
legislative races, consisting of 9o from the House and 42 from the Senate. Uncontested races
were excluded because the dependent variable cannot be computed without a major-party
opponent. Scores were nonetheless produced for uncontested districts by applying the trained
model to their demographic and political characteristics, which are observable regardless of
whether the seat was contested.

Model Specification

The PDS is generated from an ordinary least squares (OLS) linear regression. The dependent
variable is the two-party Republican margin of victory in the 2024 General Assembly elections,
measured in percentage points across the 132 contested districts. The independent variables
capture the four factors known to drive legislative voting behavior: presidential vote,
demographic composition, down-ballot lag, and incumbency.

Predictors. The model includes the following variables, each entered with its own coefficient:

e 2024 presidential two-party margin, measured at the district level



e 2020 presidential two-party margin, measured at the district level (post-redistricting
boundaries), entered as an independent predictor rather than a composite with 2024

e Educational attainment: share of the population aged 25 and over with a master's degree

or higher

Age composition: share of the population aged 18 to 49

Race: share of the population identifying as white

Income: share of households with annual income between $15,000 and $200,000

Population density: natural logarithm of persons per square mile, log-transformed to

capture the non-linear relationship between density and partisan behavior

e Incumbency: a single variable coded -1 for a Democratic incumbent, o for an open seat,
and +1 for a Republican incumbent

Variable selection. The demographic predictors were selected by hand rather than by
automated procedures such as stepwise regression or lasso. Within each demographic category,
a range of candidate specifications was tested by regressing each against the 2024 two-party
legislative margin, and the most predictive specification was retained. The manual approach was
chosen to avoid the overfitting risks of automated selection on a small sample and to ensure
each retained variable was both statistically and substantively defensible. Only one variable per
demographic category was permitted, again to limit overfitting risk.

The Four Factors
Presidential Vote

The 2024 presidential two-party margin serves as the model's baseline measure of district
partisanship. Presidential and legislative results in North Carolina track closely, and the gap
between them has narrowed in recent cycles. In 2020, the average absolute difference between a
district's presidential two-party margin and its legislative two-party margin was 3.0 percentage
points. In 2024, that figure fell to 1.9 percentage points. Presidential vote share, after
appropriate adjustments, is a strong starting point for estimating legislative partisanship. The
remaining three factors account for the residual 1.9-point gap.

Demographic Composition

Demographic variables capture structural characteristics of a district's electorate that influence
legislative voting behavior independent of presidential preference. The model includes one
predictor drawn from each of five categories: education, age, race, income, and urbanicity. The
specifications selected (listed in the Model Specification section) were the most predictive within
their respective categories, contributing approximately one percentage point of explanatory
power on average. This is modest by design: presidential vote already captures the largest share
of variation, and the demographic predictors earn their place by accounting for systematic,
district-specific deviations from the presidential baseline.

The income variable warrants particular note because its specification is unusual. Rather than
median household income or a poverty measure, the variable captures the share of households



with annual income between $15,000 and $200,000. This accounts for the concentration of
non-extreme-income households in a district. This specification was tested against more
conventional income measures and produced the strongest predictive relationship with the
legislative margin, with the highest explanatory power emerging in districts where the
highest-poverty and highest-wealth tails are smallest. The interpretation is that the
concentration of middle-income households, rather than the level of income itself, is the more
meaningful signal for legislative partisan behavior. Only one income variable was retained to
avoid the overfitting risks of multiple correlated income measures.

Down-Ballot Lag

Down-ballot lag is a common political phenomenon in which races further down the ballot, such
as General Assembly and Congressional contests, tend to reflect the partisan leanings of older
presidential elections more than the most recent one. These districts take time to catch up to
shifts in presidential voting patterns.

HD-26 illustrates this well. Trump carried the district by 14.9% in 2020, but in 2024 his margin
narrowed to 11.7%,a 3.2-point swing toward Harris. Despite that shift at the top of the ticket,
Republican nominee Donna McDowell White won the district by 13.4%, outrunning Trump's
2024 margin. The legislative Republican overperformed Trump because voters split their
tickets, and that down-ballot behavior more closely tracked the district's longer Republican
history than the presidential result.

To account for this lag, the model includes the 2020 presidential two-party margin as an
independent predictor alongside 2024, rather than as a composite. This specification allows the
model to assign each cycle its own coefficient, letting the data determine the relative weight of
recent and historical presidential votes in shaping legislative margins.

Incumbency

Holding the seat at the time of the election confers a modest electoral advantage on the
incumbent's party, reflecting voter familiarity, name recognition, constituent service, and the
resources that flow to officeholders. In the 2024 North Carolina General Assembly elections, the
estimated effect of incumbency was approximately one percentage point on the two-party
margin. This effect is meaningful but not overwhelming, and has been declining in recent cycles
as partisan voting has become more uniform.

Incumbency is coded as a single variable taking the value -1 for districts with a Democratic
incumbent on the ballot, 0 for open seats, and +1 for districts with a Republican incumbent. This
captures both the direction and the presence of the incumbency effect within a single coefficient.

Calculating the 2024 Statewide Legislative Environment

The PDS reports each district's expected margin in a neutral statewide environment. Because
2024 was not a neutral year, the model's raw output reflects the prevailing statewide partisan tilt
of that cycle. To produce scores that reflect the leanings of these districts in a neutral



environment rather than the specific environment of 2024, the statewide tilt must be measured
and removed.

The objective is to quantify, in two-party margin terms, how much the 2024 General Assembly
elections favored one party as a whole, and measure an estimate for the statewide legislative
popular vote across both chambers. This figure is not directly observable from legislative results
alone, because uncontested races distort the raw legislative popular vote. Taken at face value,
the raw 2024 statewide legislative popular vote favors Democrats by roughly 2.9%. This figure
does not reflect the actual legislative partisanship across the state, yet it has been cited by some
organizations regardless. The estimation procedure below is designed to recover the true
statewide environment from contested races, using statewide reference races as benchmarks.

Step one: assemble district-level reference results. For each legislative district,
two-party margins were calculated for the two most recent presidential elections (2020 and
2024), the two most recent gubernatorial elections (2020 and 2024), and the two most recent
U.S. Senate elections (2020 and 2022).

Step two: adjust each district-level reference result for its statewide environment.
Each district-level margin was adjusted by subtracting the statewide margin of that race,
producing a measure of how much more Republican or Democratic the district was relative to
the statewide outcome of that election. For example, a district where Trump won by 10 points in
2024, in a year he won North Carolina statewide by 3 points, has an adjusted result of R+7.

Step three: compute district-level swings against 2024 legislative results. For each
contested district, the adjusted reference results were compared to the actual 2024 two-party
legislative margin. The difference yields the swing between how the district performed in the
reference race and how it performed in its 2024 legislative race, holding statewide environment
constant.

Step four: average the swings across contested districts. The 2024 statewide legislative
environment is estimated as the simple, unweighted average of these swings.

The resulting figure for 2024 is R+3.24% — the 2024 statewide legislative environment favored
Republicans by approximately 3.24 percentage points. This value is applied uniformly at the
final score-construction stage to translate raw model output into PDS values reflecting district
performance in a neutral environment.
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